Advanced Biometry (Biol6090) - Fall 2019          Homework #3          Student name: ____KEY___

NOTE:  Do not Turn This In. Homeworks will not be graded
Homework in preparation for quiz #2 – on October 8  

Use these R exercises to develop your computer skills.

1)  Explain the following terms using the words provided in parenthesis (+0.25, each):

- Directional hypothesis vs. non-directional hypothesis (tail) =  A non-directional hypothesis states that the two parameters are equal (null hypothesis) or different (alternate hypothesis), and thus considers both tails of the test statistic distribution.  A directional hypothesis states that one of the two parameters is either larger or smaller (null hypothesis) than the other one (alternate hypothesis) and thus considers only the one relevant tail of the test statistic distribution.    
- Binomial distribution (two parameters) =  A discrete probability distribution used to describe a binary (two mutually exclusive outcomes); typically, the number of successes in a given number of trials.  The binomial distribution has two parameters: the probability of a success (p) and the number of trials (n).
- Poisson distribution (lambda) =  A discrete probability distribution used to describe independent rare events; typically, the number of successes in a given number of trials.  The Poisson distribution has one parameter (Lambda), which is equal to the mean and the variance of its distribution.
- Lognormal distribution (two parameters) =  A continuous probability distributions used to describe a variable whose logarithm is normally distributed. Like the Normal Distribution, it is described using two parameters:  the mean and the S.D.

2)  Use the formula of the Binomial distribution to calculate the probability of getting a different number of successes (discrete outcomes) in ten draws, given that p(success) = 0.4 and p(failure) = 0.6.  NOTE:  Calculate the probability of getting zero to ten successes.  There are 11 possible outcomes (I calculated the first one, calculate the others).  Make sure the sum of the 11 probabilities adds up to 1. For example: 

P(x = 0 successes) =  [ (0.6) ^ 10 ] * number of permutations = 0.006047.
number of permutations = 10! / 10! 0! (Note 0! = 1)  There is one way to get 0 successes in 10 draws.
P(x = 1 success) =  { [ (0.6) ^ 9 ] *[ (0.4) ^ 1 ] }  * number of permutations = 
                            =  [ 0.010078]  *[0.4]  * number of permutations = 

                            =  [ 0.010078]  *[0.4]  * number of permutations = 

              = 0.004031 * 10 = 0.040311
There are ten permutations.  Number of permutations = 10! / 9! 1!  =  

= (10 * 9 * 8 * 7 * 6 * 5 * 4 * 3 * 2 * 1)  / ( 9 * 8 * 7 * 6 * 5 * 4 * 3 * 2 * 1 * 1) =  10  
… and so on …
Note:  because p(success) is not equal to p(failure), this is not a symmetrical distribution.

If we were dealing with p (boy child) = p(girl child), the distribution would be symmetrical.

P(x = 10 successes) =  { [ (0.6) ^ 0 ] *[ (0.4) ^ 10 ] }  * number of permutations =  
=  [ 1]  *[0.4]  * number of permutations = 0.000105  * 1 = 0.000105  
There is one permutation.  Number of permutations  = 10! / 10! 0!  = 1  

= (10 * 9 * 8 * 7 * 6 * 5 * 4 * 3 * 2 * 1)/ (10* 9 * 8 * 7 * 6 * 5 * 4 * 3 * 2 * 1 * 1) =    1  

Note:  #: denotes number of events (successes or failures).  p(x): denotes the probability of event x.

	#successes
	#failures
	p(success)
	p(#successes)
	p(failures)
	p(#failures)

	0
	10
	0.4
	1.000000
	0.6
	0.006047

	1
	9
	0.4
	0.400000
	0.6
	0.010078

	2
	8
	0.4
	0.160000
	0.6
	0.016796

	3
	7
	0.4
	0.064000
	0.6
	0.027994

	4
	6
	0.4
	0.025600
	0.6
	0.046656

	5
	5
	0.4
	0.010240
	0.6
	0.077760

	6
	4
	0.4
	0.004096
	0.6
	0.129600

	7
	3
	0.4
	0.001638
	0.6
	0.216000

	8
	2
	0.4
	0.000655
	0.6
	0.360000

	9
	1
	0.4
	0.000262
	0.6
	0.600000

	10
	0
	0.4
	0.000105
	0.6
	1.000000


Fill in the table below:

	Number of Successes
	Probability of # Successes
	Number of Permutations
	Frequency of that outcome

	0
	0.006047
	1
	0.006047

	1
	0.004031
	10
	0.040311

	2
	0.002687
	45
	0.120932

	3
	0.001792
	120
	0.214991

	4
	0.001194
	210
	0.250823

	5
	0.000796
	252
	0.200658

	6
	0.000531
	210
	0.111477

	7
	0.000354
	120
	0.042467

	8
	0.000236
	45
	0.010617

	9
	0.000157
	10
	0.001573

	10
	0.000105
	1
	0.000105


                                                                                                                  SUM: _1_
Import the file BinomialData.xlsx into R and create a histogram of this random binomial variable (+0.250).  Paste figure below, making sure you carefully consider how many bins to use: [image: image1.png]052
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NOTE:  Here I show you three binomial distributions with different p(success) values of 0.5, 0.4 and 06

Random binomial distribution of 10 trials, having three different probabilities of having a success:
P (success) =  0.4, 0.5, 0.6
Note the symmetry for the scenario, where P(success) = 0.5

Note:  frequency is the probability of that given event (combination of successes and failures). 

This is the table of frequencies and cumulative frequencies – adding them from 0 to 10 successes:
	Value
	Count
	Frequency
	Cum.Freq.

	0
	2
	0.0020
	0.0020

	1
	10
	0.0098
	0.0117

	2
	45
	0.0439
	0.0557

	3
	120
	0.1172
	0.1729

	4
	210
	0.2051
	0.3779

	5
	252
	0.2461
	0.6240

	6
	210
	0.2051
	0.8291

	7
	120
	0.1172
	0.9463

	8
	45
	0.0439
	0.9902

	9
	9
	0.0088
	0.9990

	10
	1
	0.0010
	1.0000


NOTE:  Overall cumulative probability should sum up to 1.
Report the following parameters for this distribution.  Use R and paste output below (+0.125 each):

Rcmdr>  summary(Binomial)

value       

 Min.   : 0.000  

 1st Qu.: 4.000  

 Median : 5.000  

 Mean   : 4.991  

 3rd Qu.: 6.000  

 Max.   :10.000 

· Range =  0 - 10
· Mean =  4.991
· Median =  5.000
· Mode =   5

(To see the mode, I need to look at the histogram above, or I can create a dot figure in RCmdr:
· [image: image2.png]value




Report and interpret the following parameters for this distribution.  Use R and paste output below (+0.125 each):

Rcmdr>  numSummary(Binomial[,"value"], statistics=c("skewness", "kurtosis"), quantiles=c(0,.25,.5,.75,1), type="2")
    skewness     kurtosis    n

   -0.02984647 -0.1579191  1024

· Skewness =    -0.02984647  (very close to 0, distribution is symmetrical)
· Kurtosis =       -0.1579191   (very close to 0, distribution is not clustered                             
                                                           around the tails or around the center of mass)
Question:  Does this distribution look like a normal distribution?  Explain why or why not ? (+0.125)

YES, this distribution looks like a normal because: (1) it has only one mode, (2) the mean, median and mode are very similar to each other, and (3) the skewness and the kurtosis are very similar to “0”.
To graphically assess whether this distribution is normally distributed, create a quantile – quantile (Q – Q) plot using RCmdr.  Paste the plot below and interpret what you see (+0.125):

[image: image7.png]value
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Even though the observed data are very close to the 1:1 line (the diagonal red line), suggesting that the quantiles are very similar to those from a normal distribution, we see some significant deviations, beyond the envelope delineated by the dashed lines.   More importantly, this Q-Q plot shows that the observed distribution is not a continuous distribution, but a discrete one:  there are only 11 possible values.  Thus, these data cannot follow a normal distribution. Of course not, we already know they are binomial !

Question:  Explain why we cannot calculate a Confidence Interval for this mean using the Z-score?  (+0.125)
The Z-score is based on the use of a normal distribution.  This is a binomial distribution, so the mean and SD we calculated do not describe the distribution of the observed data in the same way they do for a normal distribution.  This should be obvious as soon as you notice that the distribution is asymmetrical.
3) Import the file NormalData.xlsx into R and create two plots of this random normal variable (sampled from a theoretical population with a mean of 0 and a SD of 1) (+0.125 each).  Create a histogram and a density plot, making sure you carefully consider how many bins to use:
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Report the following parameters for this distribution.  Use R and paste output below (+0.125 each):

Rcmdr>  summary(Normal)
     value          

 Min.   :-3.759168  

 1st Qu.:-0.679844  

 Median : 0.000161  

 Mean   :-0.023354  

 3rd Qu.: 0.625861  

 Max.   : 3.517443

· Range =  3.517443 to -3.759168   Mean =  -0.023354   Median =  0.000161  
· Mode =  For the mode, we can tell that the value is close to “0”, but the density plot and the histogram show slightly different values.  How about making a dot plot?  
[image: image5.png]value




NO, that does not help either, because for a continuous distribution, when the values have many significant digits (decimal points), it is virtually impossible to obtain the same value multiple times.  Thus, we can tell that the mode is close to zero, but we need to use the histogram or the density plot to do so.  Remember: the bins and the smoothing that you apply to these plots will alter their appearance and can change our perception of the mode. 
Report and interpret the following parameters for this distribution.  Use R and paste output below (+0.125 each):

·        mean       sd   skewness  kurtosis    n

·  -0.0233539 1.009435 0.03433537 0.1069371 1000

· S.D. = 1.009435   Skewness = 0.03433537    Kurtosis = 0.1069371
Question:  Does this distribution look like a normal distribution?  Explain why or why not ? (+0.125):

YES, this distribution looks like a normal because: (1) it has only one mode, (2) the mean, median and mode are very similar to each other, and (3) the skewness and the kurtosis are very similar to “0”.  Moreover, the two parameters describing this distribution, are very close to the values of the Z distribution (a theoretical normal distribution with a µ = 0 and a δ = 1. 
To graphically assess whether this distribution is normally distributed, create a quantile – quantile (Q – Q) plot using RCmdr.  Paste the plot below and interpret what you see (+0.125):
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The observed data are very close to the 1:1 line (the diagonal red line), suggesting that the quantiles are very similar to those from a normal distribution, and none of the values fall outside of the envelope delineated by the dashed lines, suggesting there are no significant deviations from the expected data distribution. Moreover, the Q-Q plot shows that the observed distribution is continuous, and the variable can take on many different values.  Thus, these data really do look like they come from a normal distribution. Of course, we already know they are from a normal distribution we created !

Calculate the Z score for the maximum and for the minimum values of this distribution, showing how many SD units away are the sample mean they are (+0.125 each).  Are you surprised of how large these standardized deviations (Z scores) are for the maximum and for the minimum observed values ? 
For Minimum: 

Z_min = (min – mean) / SD =  [ (-3.759168) – (-0.0233539)] / 1.009435 = -3.7009

For Maximum:                                                                                                                                                                    Z_max = (max – mean) / SD =  [ (+3.507702) – (-0.0233539)] / 1.009435 = +3.498052
NO, while these are very large deviations, over 3 SD units above and below the mean, and should thus happen less than 0.5% of the time, in our large dataset (of 1000 values) we would expect 5 values 3 SD above the mean and 5 values 3 SD below the mean.  
4)  Open the file (NormalSamples.xlsx) and use this information from the same random normal variable (with a mean of 0 and a S.D. of 1) for the following exercise.  Analyze the values for four distributions with smaller sample sizes (n = 25, n = 50, n = 250, n = 500).  Use R and paste the results below for each data sample (+0.250 for each complete row) 
	Sample Size (n)
	Mean
	Median
	S.D.
	S.E.
	95% CI

	
	
	
	
	(show your work)
	(show your work)

	25
	-0.0074
	-0.1697
	1.24716
	= 1.24716 / sqrt(25) 

=  0.24943
	= mean +/- (0.24943 * 1.96)

= -0.0074 +/-  0.48888

= from -0.49629 to 0.481487

	50
	0.1209
	0.2147
	1.21910
	= 1.21910 / sqrt(50) 

=  0.17241
	= mean +/- (0.17241 * 1.96)

= 0.1209 +/- 0.33791

= from -0.21702 to 0.45881

	250
	0.0480
	0.0475
	1.05971
	= 1.05971 / sqrt(250) 

=  0.06702
	= 0.0480 +/- (0.06702 * 1.96)

= 0.0480 +/- 0.13136

= from -0.08336 to 0.17936

	500
	-0.0199
	0.0001
	1.02852
	= 1.02852 / sqrt(500) 

= 0.04600  
	= -0.0199 +/- (0.04600 * 1.96)

=  -0.0199 +/- 0.09016
= from -0.01100 to 0.07025


Note:  For the 95% CI, use the Z score of 1.96.  Make sure you show the upper and the lower bounds.
Finally, explain your results:
· How well do the means of the four small samples (n = 25, 50, 250, 500) estimate the mean of the large population sample (n = 1000)? (+0.25)

Very well:  All the means are very close to the real “mu”, since all the 95% CIs overlap “0”

	Sample Size (n)
	Mean
	S.D.
	S.E.

	
	
	
	 

	25
	-0.0074
	1.24716
	0.24943

	50
	0.1209
	1.21910
	0.17241

	250
	0.048
	1.05971
	0.06702

	500
	-0.0199
	1.02852
	0.04600


· How does the increasing sample size affect the precision of this estimate? (+0.25)  
The larger sample sizes yield a smaller S.D. (this is especially felt as n increases from 50 to 250).  Furthermore, the S.E. decreases consistently, as the sample size increases from 25 to 500, because the denominator involves the sqrt of the sample size (n).
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