
R Assignment #3:

Dealing with Outliers and Residuals
(Due Oct 22 – by email)

BIOL 6090

David Hyrenbach



Learning Objectives – Assignment #3

Test and remove outliers

Run a script in R

Explore regression diagnostics 



Tasks – Assignment #3

1. Explore Methods to Identify Outliers 

2. Learn how to run an R script

3. Explore Outliers in Regression Analysis



Instructions
This assignment is worth 5 points. Paste       
your answers into a word file named 
“BIOL6090_Assignment3_YOURNAME”.  

Email your word file and any other required 
files to me (khyrenba@gmail.com) using a 
message entitled “BIOL6090 Assignment #3”) 
by the end  of Oct 22. 

(PENALTIES: 10% per partial/full day late)
(5% for not using right email address/title)



Introduction
In statistics, an outlier is defined as an observation which 
stands far away from most other observations in a dataset. 
Often an outlier is present due to a measurement error, or a 
transcription error.  Therefore, a key task in data analysis  
is to identify and, only when deemed necessary, to remove 
outliers.  

Two widely-used methods to detect outliers, involve:       

(1) the standard deviation approach and 

(2)Tukey’s method using the interquartile (IQR) range. 



Introduction
(1) standard deviation approach :

An outlier is identified  using the Z-score, and defined as 
those points that lie 2 or 3 S.D.s away from the sample 
mean. Because this method is based on the value of the 
mean and the S.D., which are strongly influenced by outliers,  
it is ideally suited for normally distributed datasets.

(2)Tukey’s method using the interquartile (IQR) range: 

In this assignment you will use the Tukey’s method, which is  
not based on the mean and the S.D.  Because extreme values 
(outliers) influence the value of the mean and the S.D., this 
method is ideally suited for non-normal datasets.



Questions / Answers
1a. Start RStudio and Rcmdr.  

Load the dataset “MusicFestival_Outliers.xlsx” and perform 
two normality tests (one for each daily data: day1.with, 
day1.wo). 

Do not consider the factor “sex” and combine the male / 
female data.  

Day1: 
normalityTest(~day1.with, test="shapiro.test", data=festival)

Day 2:
normalityTest(~day1.wo, test ="shapiro.test", data=festival)



Questions / Answers
Perform two 
normality tests
(one at a time) using: 
Statistics / Summaries 
/ Test of Normality 

Use Shapiro-Wilk test 



Questions / Answers
1a. Fill in the information into the table below 
(+0.1).

In every case, p < alpha (0.05) 

Result / Dataset Day1.with Day1.wo

W test 
statistic

P value

Outcome
(is the dataset normally 

distributed?)



Questions / Answers
1b. Report the following summary statistics, for each 
dataset: minimum, 25%, 50% (median), 75%, maximum, IQR

Use the  Statistics / Numerical Summaries command.

Select these statistics:  0%, 25%, 50%, 75%, 100% IQR



Questions / Answers
1b. Fill in the table below (+0.1).

Result / Dataset Day1.with Day1.wo

Median

75% - 25%

Range (Max - Min)

IQR

numSummary(festival[,"day1.with", drop=FALSE], statistics=c("IQR", 
"quantiles"), quantiles=c(0,.25,.5,.75, 1))

numSummary(festival[,"day1.wo", drop=FALSE], statistics=c("IQR", 
"quantiles"), quantiles=c(0,.25,.5,.75, 1))



Questions / Answers
1c. Outliers are defined as those observations that fall over 
(1.5 * IQR) above the 75% value (3rd quartile, Q3) or (1.5 * 
IQR) below the 25% value (1st quartile, Q1).

In other words, low outliers are below the “low threshold” of 
Q1 − (1.5 *IQR) and high outliers are above the “high 
threshold” of Q3 + (1.5 *IQR). Fill in the information into 
the table below (+0.1).  Show your calculations:

Variable Day1.with Day1.wo

High 
Threshold

Low 
Threshold



Questions / Answers
1d. Inspect the data using plots that allow you to find 
outliers.  Think carefully about what type of plot to use? 

For each variable, paste a plot, and report the actual values  
of each of the outliers.

Use  boxplots, and ask to automatically identify outliers:



Questions / Answers
1d.  Copy and paste the plot for each daily dataset: 

Day1.with

(+0.1 for values of outliers). 



Questions / Answers
1d.  Copy and paste the plot for each daily dataset: 

Day1.wo

(+0.1 for values of outliers). 



Questions / Answers
1e.  Next, let’s see whether these points (data point 574  
and data point 611) would be identified as outliers, if we 
used the S.D. Criterion.  

First, calculate the Mean and the S.D. for each dataset,  
using Summary Statistics (+0.1 each) 

Day1.with Day1.wo
Mean
S.D.



Questions / Answers

1e. Use these summary statistics to calculate the Z 
scores for the two data points,  given both datasets:
(+0.1 each) 

For Day1.with Database :

- Z(value 574) =

- Z(value 611) = 



Questions / Answers

1e. Use these summary statistics to calculate the Z 
scores for the two data points,  given both datasets: 
(+0.1 each) 

For Day1.wo Database:

- Z(value 574) =

- Z(value 611) = 



Questions / Answers
1f.  Next, use the provided 
script to identify and 
remove the outliers from the 
dataset.  Note: Open the 
script file “outliers.r” using 
File / Open in RStudio.

Script opens in 
top right window. 

To compile 
the function, 
press the 
button “Run”



Questions / Answers
1f.  New script  function 
(outlierKD) is listed in 
the Environment window.

To execute the 
function run this 
command (replace 
dat with your dataset
name and var with 
your variable name): 

> outlierKD(dat, var)    > outlierKD(festival, day1.with)



Questions / Answers
1f.  Paste the text output of this command  
(after you accept to remove the outliers):
(+0.1 for text)



Questions / Answers
1f.  Paste the plot output of this command (after you accept  
to remove outliers): (+0.1 for plot) 

Day1.with



Questions / Answers

1f.  Check the data summary, to make sure the outliers were 
removed from  the dataset.  How large is the dataset? (+0.1) 



Questions / Answers
1f.  To  finish, briefly describe whether you think these 
outliers should be removed from this dataset                             
(+0.1 for each outlier):

- Data point 574: 

- Data point 611:  

Explain your rationale in each case.



Questions / Answers
1g. Finally, edit the dataset Day1.wo by manually removing  
data point 574.  



Questions / Answers
1g. Then, use the data summary command to show that your 
dataset decreased to 808 observations.  (+0.1) 



Questions / Answers
2a.  Now that we have explored how to find and fix outliers          
in a dataset, let’s explore outliers in a linear regression 
context.  Import dataset “timeseries.xlsx”, containing four  
columns with a series of 200 data points each, over time:

Time: time step

Random: random time series

Step:  step function added to random time series

Outlier:  1 large outlier added to random time series



Questions / Answers
2a.  You will use simple linear regression to explore how these 
three time series (y) vary over time (x), and the influence of 
the residuals on the apparent regression slopes and p values.
I work out an example for you first.  Use this example to fill 
complete the other two analyses for Step and Spike. 

Perform a linear regression and report the results below: 
I show you the results for the Random Data:

- Slope (+/- SE):  0.0002123 +/- 0.0012305 SE

- Mean +/- SD of residuals: 4.921763e-17 +/- 1.002121

- Normality (S-W) Test:  W = 0.80584,  p-value = 4.78e-15

- Normality of  Residuals:  Not Normally Distributed 



Questions / Answers
2a.  For Random Data:  I first create a new Regression Model:  

> Reg_Random <- lm(Random~Time, data=timeseries) 
> summary(Reg_Random) 

Call: lm(formula = Random ~ Time, data = 
timeseries) 

Coefficients: 
Estimate Std.Error tvalue Pr(>|t|) 

Intercept 0.8536    0.142   5.986 0.000000009*** 
Time      0.0002   0.001   0.173 0.863 
--- Signif. codes: 
0 '***' 0.001 '**' 0.01 '*' 0.05 '.' 0.1 ' '



Questions / Answers
2a.  For the Random Data:  Scatterplot with least squares line



Questions / Answers
2a.  For the Random Data: Show the R commands:

Create a new variable with the regression residuals
> random.res = residuals(Reg_Random) 

Calculate the mean and the sd of the residuals
> mean(random.res) [1] 4.921763e-17
> sd(random.res) [1] 1.002121 

Test the normality of the residuals
> normalityTest(~random.res, 
test="shapiro.test") 
> Shapiro-Wilk normality test data: 
> random.res W = 0.80584, p-value = 4.78e-15



Questions / Answers
2a. For the Random Data: Calculate and plot Cook’s distance 

Create data with Cook’s distances for regression residuals:
> Cook_Random <- cooks.distance(Reg_Random)

And generate a boxplot to see what the Cook’s distance               
values are for this dataset:
> Boxplot( ~ Cook_Random, id=list(method="y")) 
> [1] "152" "143" "22" "29" "31" "119" "84" 
"160" "157" "58“

There are 10 “outliers” with large Cook’s  distance values. 
But how large are they?  



Questions / Answers
2a.  What does this all mean? The random data had no 

significant slope (change 
over time): Makes sense 
– this is random noise

Regression residuals not 
normally distributed: 
Makes sense, this is not 
a normal process, it is a 
(random) process.

Cook’s leverage values 
are small, because every 
data point influences the 
slope very little. 

Random Data



Questions / Answers
2a.  What does this all mean? 
To visualize Cook’s leverage 
for all the data points, we can 
create a scatterplot, showing 
how Cook’s  distance (y) 
changes over time (x).

Notice that datapoints at            
the beginning and at the end 
of the timeseries have larger 
Cook’s values.  The value of 
the data points also matters: 
larger values have more 
influence on the regression. 

> plot(timeseries$Time, 
Cook_Random)

Random Data



Questions / Answers
2b. Perform the same linear regression for the step dataset. 

For the Step Data (+0.1 for entire page)

- Slope (+/- SE):

- Mean +/- SD of residuals:

- Normality (S-W) Test:

- Normality of  Residuals:



Questions / Answers
2b.  For the Step Data:  
Show scatterplot with least squares line (+0.1)



Questions / Answers
2b.  For the Step Data:  
Show scatterplot of the Cook’s distances, with outliers  (+0.1)



Questions / Answers
2b.  For the Step Data:  
Show scatterplot of the Cook’s distances over time (+0.1)



Questions / Answers
2c. Perform the same linear regression for the spike dataset. 

For the Spike Data (+0.1 for entire page)

- Slope (+/- SE):

- Mean +/- SD of residuals:

- Normality (S-W) Test:

- Normality of  Residuals:



Questions / Answers
2c.  For the Spike Data:  
Show scatterplot with least squares line (+0.1)



Questions / Answers
2c.  For the Spike Data:  
Show scatterplot of the Cook’s distances, with outliers  (+0.1)



Questions / Answers
2c.  For the Spike Data:  
Show scatterplot of the Cook’s distances over time (+0.1)



Questions / Answers
2d.  How does the value of a given value influence its Cook’s 
distance value?  Give an example from the three datasets you 
analyzed (+0.1)

2d.  How does position of a data point along the x axis 
influence its Cook’s distance value?  Give an example from           
the three datasets you analyzed (+0.1)



Questions / Answers
3. Cross-correlated explanatory variables can be problematic 

for linear regression.  This process is called collinearity,    
and is a major limitation of linear models (and regression).

Load the variable ”stocks”, showing data for three stock 
exchange metrics: NASDAQ, DOW and FTSE   



Questions / Answers
3a. Cross-correlated explanatory variables can be problematic 

for linear regression.  Load the variable ”stocks”, showing    
data for 3 stock exchange metrics: NASDAQ, DOW, FTSE.

Start by calculating the zero-order (simple) Pearson      
pair-wise correlations of these three variables.  Report    
the cross-correlations (r and p) below (+0.05 for each pair)

Variables Pearson Correlation P value

DOW - FTSE

DOW – NASDAQ

FTSE – NASDAQ



Questions / Answers
3a. Create and paste the scatterplot matrix below (+0.05):



Questions / Answers
3b. You want to figure out which USA index (DOW or 
NASDAQ) better explains the performance of the British 
index (FTSE) using a GLM model.  

Go to:  Statistics \ Fit Models \ Linear Model…  

Set up a linear model, 
where FTSE is explained by 
the two other variables: 

FTSE ~ (DOW + NASDAQ)



Questions / Answers
3b. Set up a linear model, where FTSE is explained by the 

two other variables:   FTSE ~ (DOW + NASDAQ)



Questions / Answers
3b. Report which variables are significant, by filling in the 
information in the table below:  (+0.05 for each row) 

Variables T value P value

DOW

NASDAQ

3b. Report the multiple R-squared from the model:  (+0.05)



Questions / Answers
Extra credit:  3c. Finally, we are going to determine 
whether the covariation of the two explanatory variables 
cased problems with the variance in this analysis using 
the variance inflation factor (VIF) metric.  To start, look 
up this function in the RCmdr help, and paste the 
information below: (+0.05 for description and usage)



Questions / Answers
3c. Calculate VIF for the lm you created before.  Hint: 
follow the usage and example in the help menu to write 
the command.   Paste the command you used (+0.05) and 
the output (+0.05)



Questions / Answers
3c. So, what does this mean? 
VIF of a predictor is a measure for how easily that predictor 
is predicted using the other predictors.  If the VIF is larger 
than 1/(1 - R2), where R2 is the Multiple R-squared of the 
regression, then that predictor is more related to the other 
predictors than it is to the response.  Enter the data in the 
cells provided below: (+0.025 each)

Variables VIF 1/(1 - R2)

DOW

NASDAQ



Questions / Answers

3c. So, what was the outcome?    

What did VIF tell us? 

Does this outcome make sense, 
given what you know from the Pearson correlations? (+0.05)


