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Tasks - Assignment #1

1. Access and manipulate data 

2. Familiarize yourself with RStudio                                
(help, history, workspace)

3. Practice simple arithmetic operations / plotting in R

4. Familiarize yourself with Rcmdr

5. Look over Rcmdr metadata (Fox, 2005) 

6. Start doing stats / plots with Rcmdr



Learning Objectives – Assignment #1

Explore the RStudio windows

Install and run the Rcmdr package

Make plots and data subsets using Rcmdr

Save and format image files

Access the R help 

Save the R history and workspace



Instructions
This assignment is worth 5 points. Paste 
your answers into a word file named 
“BIOL6090_Assignment1_YOURNAME”.  

Email your word file and any other required 
files to me (khyrenbach@hpu.edu) using a 
message entitled “MARS6090 Assignment 
#1”) by the end  of Sept. 13. 

(PENALTIES: 10% per partial/full day late)
(10% for not using right email address/title)



The goal of this lab is to introduce you to R and 
RStudio, which you will be using throughout the 

course both to learn the statistical concepts 
discussed in the textbook and to analyze real data. 

R is the name of the programming language itself            
and RStudio is a convenient interface.

As the course progress, you are encouraged to 
explore beyond what the labs dictate. Before we get 
to that stage, however, you need to build some basic 
fluency in R. Today we begin with the fundamental 

building blocks of R and RStudio: the interface, 
reading in data, and basic commands.

Assignment #1



The panel on the left 
is the console. This 
is where we enter 

commands and view 
text output from R. 

The panel in the 
upper right contains 
your workspace and a 

history of the 
commands you 

previously entered. 

Any plots you generate will 
show up in the panel in the 
lower right corner.  This is 
where you can view the help. 

When you launch RStudio, it tells you the version of 
R you are running. Below is the prompt:  > 



Start RStudio and enter the following command at 
the R prompt (i.e. right after > on the console). 

You can either type it in manually or copy and paste 
it from this document.

> source("http://www.openintro.org/stat/data/arbuthnot.R")

This command instructs R to access the OpenIntro 
website and fetch some data: the arbuthnot file 
with a time series of baptisms for boys and girls. 

Because you are accessing data from the web, this 
command requires internet access.

http://www.openintro.org/stat/data/arbuthnot.R


Part I: Working with data in R

The Data: Dr. Arbuthnot’s Baptism Records

Dr. John Arbuthnot, an 18th century physician, 
writer, and mathematician. He was interested in the 

ratio of newborn boys to newborn girls, so he 
gathered the baptism records for children born in 

London for every year from 1629 to 1710. 

You should see that the workspace area in the upper 
righthand corner of the RStudio window lists the 
arbuthnot dataset with 82 values for 3 variables. 

As you interact with R, you create a series of 
objects. Sometimes you load them and sometimes 
you create them via a computation or an analysis.



Question1: What happens if you type this command 
in the  console:  > Arbuthnot       

Explain why ? (+0.25)

We can take a look at the data by typing its name 
into the console:  > arbuthnot

What you should see are four columns of numbers, 
each row representing a different year: the first 

entry in each row is simply the row number (an index 
we can use to access the data from individual years 
if we want), the second is the year, and the third 

and fourth are the numbers of boys and girls 
baptized that year, respectively. Use the scrollbar 
on the right side of the console window to examine 

the complete data set.



What you should see four columns of numbers, each 
representing a different year: the first entry is the 

row number (an index we use to access the data 
from individual years), the second is the year, and 
the third and fourth are the numbers of boys and 

girls baptized that year, respectively. Use the 
scrollbar on the right side of the console window to 

examine the complete dataset.

Note that the row numbers in the first column are 
not part of Arbuthnot’s data. R adds them to help 
you make visual comparisons. You can think of them 

as the index that you see on the left side of a 
spreadsheet. R has stored Arbuthnot’s data in a kind 

of spreadsheet or table called a data frame.



You can see the dimensions of this data frame by 
typing:  > dim(arbuthnot)

This command should output [1] 82 3, indicating 
there are 82 rows and 3 columns.

You can see the names of these columns (or 
variables) by typing:  > names(arbuthnot)

You should see that the data frame contains three 
columns: year, boys, and girls.

NOTICE: R commands often involve supplying a 
function with a number of arguments. The dim and 
names commands, for example, each took a single 

argument, the name of a data frame.



RStudio provides a built-in data viewer.  

If you click on 
the arbuthnot 
dataset in the 
“Environment” 
window listing 
the objects in 
your workspace.

This displays 
the first 
records  in 
the dataset.



If you click on the table icon on the top right corner, 
a new datasheet will open on the  top left window.

To close the data viewer, click on 
the “x” in upper left hand corner.



Data  Exploration: Let’s examine the data more 
closely. We can access the data in a single column         
of a data frame separately using this command:                  
> arbuthnot$boys  (calling variable within dataset)

This command will only show the “boys” column, 
displaying the number of boys baptized each year.

Question 2:  What command would only show the 
counts of girls baptized? Report command. (+0.25)

NOTICE: R prints these data in a list (or vector). 
These vectorized data are not structured in a table 
with other variables, so they are displayed one right 
after another, in a long list. 



Data  Graphing:  R has powerful graphing functions. 
We can create a simple plot of the number of girls 
baptized per year with the command

> plot(x = arbuthnot$year, y = arbuthnot$girls)

By default, R creates a scatterplot with each x, y 
pair indicated by an open circle. The plot itself 
appears under the “Plots” tab of the lower right 
panel of RStudio. Notice that the plot command 
above looks like a function, this time with two 
arguments separated by a comma (the x and the y). 

Question3:  How do you export this image as a jpg? 
(For full credit, save image “girltimeseries.jpg”, and 
paste it into your word file). (+0.25)



The first argument in the plot function specifies the 
x-axis variable and the second specifies the y-axis. 

To connect the data points with a line, we could add 
a third argument, the letter “l” for line. Notice  the 
quotation marks “”.  
> plot(x = arbuthnot$year, y = arbuthnot$girls, type = "l")

Question 4: 
What argument is used to determine whether a  
scatterplot uses points, lines or both? (+0.25)

To figure this out, you can look at the help 
documentation for the “plot” command. 
To get help, type:   > ?plot   OR   > help(plot)



Notice that the help file 
replaces the plot view in 
the lower right panel of 
RStudio. You can toggle 
between the plots and the 
help files using the tabs  
at the top of that panel.

Now, suppose we want to plot the total number of 
baptisms. To compute this, we could use the fact 
that R is really just a big calculator. For example, 
we can type in mathematical expressions like
>5218 + 4683
to see the total number of baptisms in 1629. 



We could repeat this once for each year, but there is 
a faster way. If we add the vector for baptisms for 
boys and girls, R will compute all sums simultaneously.

>arbuthnot$boys + arbuthnot$girls

(NOTE: you can create a new function that is the sum 
of the boys and girls, as follows:

> children = arbuthnot$boys + arbuthnot$girls

You will see 82 numbers, each one representing the 
sum for each year. Take a look at a few of them and 
verify that they are right.



Question 5: Create three new variables, one for 
the number of boys (called “boys”), another one 
for the number of girls (called “girls”) and one 
for the years (called “years”). Report the 
commands you used to do this. (+0.25)

NOTICE: The new variable you created is listed 
in the Global Environment window:



You can make a plot of the total number of baptisms 
per year with three commands:

>plot(arbuthnot$year, arbuthnot$boys + 
arbuthnot$girls, type = "l")

OR

>plot(year, boys + girls)

OR

>plot(year, children)



To calculate proportion of newborns that are boys 
in 1629, we could type: 

>5218/(5218 + 4683)

Notice the order of the operations. To divide the 
number of boys by the total number of newborns, 
so we have to use parentheses. Without them, R 
will first do the division, then the addition, giving 
you something that is not a proportion.

Question 6: Show how you would calculate two new 
variables for the proportion of boys and for the 
proportion of girls in the entire data vectors.  
Report what commands did you use. (+0.25)



Question 7: Next, make a plot of the proportion of 
boys over time. Copy and paste the commands you 
used to make this plot. (+0.25)

Question 8: Change the color or the size or the 
symbols used in the previous plot. Copy and paste 
the commands you used to make new plot. (+0.25)

Tip: If you use the up and down arrow keys, you can 
scroll through your previous commands. You can also 
access these commands by clicking on the history 
tab. This will save you a lot of typing in the future.

Question 9: Calculate and plot the proportion of 
girls over time? Copy and paste your plot. (+0.25)



Finally, in addition to simple mathematical 
operators, you can ask R to make comparisons like 
greater than, >, less than, <, and equality, ==. 

For example, we can ask if boys outnumber girls in 
each year with the expression
> arbuthnot$boys > arbuthnot$girls

This command returns 82 values: TRUE if that year 
had more boys than girls, or FALSE if it did not. 

This output shows a different kind of data than we 
have considered so far. We created logical data, 
data where the values are either TRUE or FALSE. 



To exit RStudio you can click the “x” in the upper 
right corner of the whole window. 

You will be prompted to save your workspace. If you 
click “save”, RStudio will save the history of your 
commands and all the objects in your workspace so 
that the next time you launch RStudio, you will see 
arbuthnot and you will have access to the commands 
you typed in your previous session. Click “save”.

Question 10:  Save your history and submit the file 
as an attachment with your assignment. (+0.25)



Part II: Intro to Data Summaries in R

The first step in most statistical analyses is to 
summarize and describe the raw data. 

In this lab, you will generate graphical and 
numerical summaries of a dataset from the 
Centers for Disease Control and Prevention (CDC). 

Because this is a large data set, you will also learn 
the skills of data processing and subsetting, or 
selecting subsets of data using some criteria 
(categorical definitions).



The Behavioral Risk Factor Surveillance System 
(BRFSS) is an annual telephone survey of 350,000 
people in the U.S. 

BRFSS is designed to identify risk factors in the 
adult population and report emerging health 
trends. For example, respondents are asked about 
their diet and weekly physical activity, their 
HIV/AIDS status, possible tobacco use, and even 
their level of health care coverage. 

The BRFSS web site (http://www.cdc.gov/brfss) 
contains a description of the survey, including the 
research questions that motivate the study and 
many interesting results derived from the data.



We will focus on a random sample of 20,000 people 
from the BRFSS survey conducted in 2000. While 
there are over 200 variables in this dataset, we will 
work with a small subset.

Begin by loading the data set of 20,000 observations 
into the R workspace.   

Launch RStudio, and enter the following command:
> source ( "http://www.openintro.org/stat/data/cdc.R" )

The dataset cdc shows up in your workspace, with 
each row representing a case and each column 
representing a variable. R calls this matrix data 
format a data frame .



To view the variable names, type the command  
> names (cdc)
This returns: genhlth, exerany, hlthplan, smoke100, 

height, weight, wtdesire, age, gender. 

Each of these variables corresponds to a question that was 
asked in the survey. For example, for genhlth , respondents 
were asked to evaluate their general health, responding 
either excellent, very good, good, fair or poor. The exerany
variable indicates whether the respondent exercised in the 
past month (1) or did not (0). Likewise, hlthplan indicates
whether the respondent had some form of health coverage 
(1) or did not (0). The smoke100 variable indicates
whether the respondent had smoked at least 100 cigarettes 
in her lifetime. The other variables record the
respondent’s height in inches, weight in pounds as well as 
their desired weight, wtdesire , age in years, and gender .



Question 11. Identify all the variable types: 
(+0.02 per each variable)                

Which ones are numerical / categorical?                   
Which ones are continuous / discrete?  

Hint:  You can look at the first few entries (rows)  
of a dataset with the command   > head (cdc)
and you can look at the last few with  > tail (cdc)



Data Summaries and Tables

A good first step in any analysis is to distill the 
information into summary statistics and graphics. 

As a simple example, the function summary returns a
numerical summary: minimum, first quartile, median, 
mean, second quartile, and maximum. 

For weight, use command: > summary (cdc$weight)

Question 12. Use the summary output of the weight 
data to compute the range and the interquartile 
range (IQR). Report the values of the range and the 
IQR, and the two commands you used to make the 
calculations using R. (+0.05 for  each)



R also has built-in functions to compute summary 
statistics one at a time.  For instance, to calculate 
the mean, median, and variance of weight, type:

> mean (cdc$weight)
> var (cdc $weight)
> median (cdc$weight)

Summarizing Qualitative Data
While it makes sense to describe a quantitative 
variable using summary statistics, what about 
categorical data? We would consider the frequency 
or relative frequency distribution of the data. The 
function table counts the number of times each 
response was given. For example, to see the number 
of people who smoked >100 cigarettes, type:                     
> table(cdc$smoke100)



Question 13: (+0.05 for each, +0.15 total)
Report what command would calculate the relative 
frequency distribution of the smoke100.  Also show 
the frequency and relative frequency tabular data.

Next, we will make a bar plot of the entries in
the table by putting the table inside the barplot
command:  > barplot (table(cdc$smoke100))

Notice what we’ve done here! We’ve computed the 
table of cdc $ smoke100 and then immediately 
applied the graphical function, barplot. 

This is an important idea: R commands can be nested 
(one command inside of another command). 



You could also break this into two steps by typing:               
> smoke <- table (cdc$smoke100)
> barplot(smoke)

Here, we have made a new object, a table, called 
smoke (the contents of which we can see by typing 
smoke into the console) and then used it as the input 
for barplot. The special symbol <- performs an 
assignment , taking the output of one line of code 
and saving it into an object in your workspace. This 
is another important lesson for using R.

How could you compute the frequency distribution 
of smoke100 for each gender? 



The table command can be used to tabulate any 
number of variables you provide. For example, to 
examine which participants have smoked across each 
gender, we could use the following command:
> table(cdc$gender,cdc$smoke100)

The columns (0, 1) indicate if people have smoked at 
least 100 cigarettes.  Rows refer to genders (f, m). 

To create a mosaic plot of this table, we would enter 
the following command:
> mosaicplot(table(cdc$gender,cdc$ smoke100))

You could have accomplished this in two steps by 
saving the table in one line and applying mosaicplot
in the next (see the table/barplot example above).



A little more on subsetting

It is often useful to extract all individuals (cases) in 
a dataset with specific characteristics. We 
accomplish this using conditioning commands. 

First, consider expressions like:
> cdc$gender == "m“ or    > cdc$age > 30

These commands produce a series of TRUE and 
FALSE values. There is one value for each 
respondent, where TRUE indicates that the person 
was male (via the first command) or older than 30 
(second command).



Suppose we want to extract just the data for the 
men in the sample, or just for those of age over 30. 

We can use the R function subset to do that for us. 
For example, using the command
> mdata <- subset (cdc,cdc$gender == "m")

will create a new dataset called mdata that contains 
only the men from the cdc data set. 

You can also use several of these conditions 
together. The & is read “and” so that the command: 
> m_and_over30 <- subset (cdc,cdc$gender == "m" & 
cdc$age > 30)

will give you the data for men over the age of 30. 



The | character is read “or” so that the command
> m_or_over30 <- subset(cdc,cdc$gender == "m" | 
cdc$age > 30)  will take people who are men or over 
the age of 30 (not both). 

In principle, you may use as many “and” and “ or” 
clauses as you like when forming a subset.

Question 14: 
Create a new object called under23_and _smoke 
containing all observations of respondents under age 
of 23 that have smoked 100 cigarettes in their 
lifetime. Report the command used to create the 
object and the number of cases (+0.15).



Summarizing Quantitative Data

With our subsetting tools in hand, we now return to 
the task of the day: making basic summaries of the 
BRFSS questionnaire. We have already looked at 
categorical data such as smoke and gender so now 
let’s look at the quantitative data. 

Two common ways to visualize quantitative data 
involve box plots and histograms. 

We can construct  a box plot for a single variable 
with the following command: > boxplot (cdc $ height)



The purpose of a boxplot is to provide a thumbnail 
sketch of a variable for the purpose of comparing 
across one or more categories. 

For example, we can compare the heights of men       
and women:  > boxplot (cdc$height ~ cdc$gender)

This notation is new. The ~ character can be read 
“versus” or “as a function of”. 

So we are asking R to give us a box plots of heights 
where the groups are defined by gender.  This 
provides another way to subset the data graphically.



Finally, we can look at the histogram for the age of 
our respondents with the command: > hist(cdc$age)

Histograms show us the shape of a single data 
distribution, but that shape can change depending  
on how the data are split amongst the bins (how 
many bins there are and what are their sizes).  

You can control the number of bins by adding an
argument to the command. In the next three 
commands, we first make a default histogram of         
age and then one with 20 and 50 breaks.
> hist(cdc$age)
> hist(cdc$age, breaks = 20)
> hist (cdc$age,breaks = 50)



Question 15:  What is the default number of bins 
when you make a histogram in R? (+0.1)  

Hint: you can look at the help by typing:  ?hist

NOTICE:  
R stacks all the plots you created during  a session.  

You can flip between plots 
you have created by clicking 
the forward and backward 
arrows in the lower right 
Window of RStudio, just 
above the plots. 



Part III: Introduction to data summaries in RCmdr

1. Clear Workspace and History.

2. Install and run the Rcmdr package.

3. Manually enter and edit data files                  
(LecturerData and OnlyLecturer) 

4. Import RData file in 3 formats: lxs, txt, csv

5. Save data file



Installing Rcmdr Package 

1. Install Rcmdr package

2. Load Rcmdr package

3. A new GUI window will pop-up; which will add 
functionality to R via menu-driven functions 

NOTE: You can install packages using the R console   
or RStudio. I show you how to do the installation both 
ways, but you will only need to do it once.  

HINT: I suggest using RStudio. 



Installing “Rcmdr” Package in R Studio



Check the History Window 

> library("Rcmdr", lib.loc="~/R/win-library/3.4")



Check the Function Library
> help(library)



http://www.rcommander.com/

http://socserv.mcmaster.ca/jfox/Misc/Rcmdr/



Running Rcmdr Package 

Console 
Window

Output 
Window

Messages

Submit 
Button
(“ENTER”)



Rcmdr has a built-in spreadsheet tool that allows the user  
to enter and manipulate data.

For this exercise, you will create a dataframe called 
“LecturerData” similar to the one developed in lecture 3.  

Go to the top Rcmdr menu and use: 
Data / New Data Set  

Creating a Dataframe in Rcmdr



Adding Data to a Dataframe in Rcmdr
Create a dataset with  
four columns and four 
rows by adding rows / 
columns to dataframe

Name columns

Enter data shown below:

REMEMBER THESE RULES:

• Data from the same            
entity go in the same row

• Different variables are 
placed on different columns  



Creating Coding Variables in Rcmdr

Data / 
Manage Variables in Active Dataset / 

Convert Numeric Variables to Factors  



Creating Coding Variables in Rcmdr
Note:  Because we want to analyze the categorical data              
(1 is lecturer / 2 is researcher) as a factor in an analysis, 
we coded these  fields with integers.  

However, we want the computer to understand that these 
two integers are used as identifiers of categorical data:                        
1 means lecturer &  2 means researcher  

Overwrite the “Jobs” Variable



Editing a Dataset in Rcmdr

Selecting and Editing Datasets:  

Activate dataset by selecting          
it from scrolling list

Use menu buttons to view and 
edit the selected dataset



Subsetting Data with  Rcmdr
Make LecturerData
the active file

Extract records  where 
“job” is Lecturer, and
set aside records where
“job” is Researcher.  

Use subset command: 

Data / Active Dataset / Subset Active Dataset

Save the new dataframe you created. Call it: LecturerOnly



Importing Data into Rcmdr
Note: Excel files (“xlsx”, csv” and “.txt”) and SPSS files 

(“.dat”) can be easily imported into R cmdr

Data / Import Data /  from Excel file…



Importing Data into Rcmdr
Import file RData1.xlsx 

Enter the following information:

dataset name,
whether headers are present,
whether you want to convert character data into factors, 
and whether there are any missing data  (empty cells) 



Importing Data into Rcmdr
Note: Importing “.txt” files from a variety of sources. 

Data / Import Data/ from text file, clipboard, or URL…



Importing Data into Rcmdr
Import file RData2.txt             Import data from clipboard 

Enter metadata:



Importing Data into Rcmdr

Import file RData3.csv

Figure out how to  import this csv file

Hint:  you will need to enter a line command 



Sumamrizing Data with Rcmdr

• Summarize datasets using:
Statistics / Summaries / Active data set 

NOTE:  you need to select the active dataset and 
perform these calculations one at a time



Sumamrizing Data with Rcmdr

• Create plots using:

Graphs / 

Histograms

Box Plots

NOTE:  you need to select the active dataset and 
perform these calculations one at a time

HINT:   What types of plots can RCmdr make? 
(Explore the other available plots)



Saving Plots Made with Rcmdr

• After you create a plot, can save it using:

Graphs / 
Save graph to file / 

as bitmap
as PDF / PS / EPS



Saving Plots Made with Rcmdr

NOTE: Bitmap is JPEG or PNG format files  

You can select:

- Picture size

- Font size



Questions

Question 16: Once you have created these two datasets.  
Copy and paste screenshots of the two dataframes:

LecturerData (+0.02) LecturerOnly (+0.10)



Questions

Question 17: Figure out how to import the three files: 

RData1, RData2, and RData3

Paste a screenshot of your “Global Environment”               
window in Rstudio, showing all datasets listed.    

Explain how you managed to import each file.                  
Report the R commands you used in each case.

(+0.1 each)



Questions
Question 18: Enter the following information, from the 
three datasets (RData1, RData2, RData3) in matrix below: 
(+0.05 for each entry)  

Summary 
Statistics

RData 1 RData2 RData3

Min

1st Quartile

Median

Mean

3rd Quartile

Max



Questions
Question 19. 
Create, save and paste three histograms: one for each           
of the three  datasets: RData1, RData2, RData3.  

Paste the three histograms (one for each dataset).  
(+0.05 for each histogram)  

Do these results  match the data summaries you calculated 
in question 8 ? (Briefly Explain) (+0.05)



Questions
Question 20.

Create, save and paste three box plots: one for each           
of the three  datasets: RData1, RData2, RData3.  

Paste the three boxplots (one for each dataset).  
(+0.05 for each boxplot)

Do these results  match the data summaries you calculated 
in question 8 ? (Briefly Explain) (+0.05)



More Data to Practice R On Your Own

To explore the functions in this assignment, you can 
investigate these questions using the cdc dataset.

Make a scatterplot of weight versus desired weight. 
Describe the relationship between these two variables.

Consider a new variable: the difference between desired 
weight (wtdesire) and current weight (weight). Create this 
new variable by subtracting the two columns in the data 
frame and assign them to a new object called wdiff .
Describe wdiff in terms of its center, shape, and spread, 
using tabular and graphical outputs. What does this analysis 
tell us about how people feel about their current weight?

Using numerical summaries and a side-by-side box plot, 
determine if men view their weight differently than women.
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