
R Assignment #4:

Data Summaries and Figures 

(Due March 18 – by email)

BIOL 3090

David Hyrenbach
khyrenba@gmail.com 



Tasks - Assignment #4

1. Access and manipulate data

2. Perform summary statistics with Rcmdr

3. Learn awesome tools in dplyr package

4. Explore making graphs using ggplot2 



Learning Objectives – Assignment #4

Execute data summary operations in R

Calculate Z scores with R

Install and run the ggplot2 and dplyr packages

Create scatterplots, histograms and boxplots in R



Instructions
This assignment is worth 5 points. 
Answer the 10 questions by pasting your 
answers into a word file named 
“R_assignment#4_YOURNAME.doc”.  

Email your word file to the instructor 
(khyrenba@gmail.com) using a message 
entitled “BIOL3090 R assignment #4”)         
by the end of March 18. 

(PENALTIES: 10% per partial/full day late)
(10% for not using right email address/title)



Questions / Answers

1a. Create a vector named “age”, with 18 estimates:           
34 36 37 37 38 38 38 38 39 
40 40 41 41 42 42 42 42 48

Report the command you used to create the “age” vector  
(+0.125):

> age <- c(34,36,37,37,38,38,38,38,39,
40,40,41,41,42,42,42,42,48)

NOTICE: A  new 
numerical variable 
(with 18 values)    
is listed in the 
Environment 



Questions / Answers
1b. Report the command that calculates skewness in R 
(make sure you include and explain all of the arguments 
used with this command) (+0.125):

When you type “skewness” in the Rstudio help window, 
the following message appears:

This function is part       
of package e1071



Questions / Answers
Scroll down to read more about this function:

There are 3 arguments:
- The first one (x) is needed to execute the command
- The second  one is a default: do not remove NA values
- The third one is a default:  use type-3 skew formula



Questions / Answers

1c. Use the R help to find out how the three skewness             
types (1, 2 and 3) are calculated in R. Which one is                     
the default type used, unless specified? Copy and              
paste the meta-data for each type below (+0.125):

We figured out that the type 3 calculation is the default. 

To learn more, continue scrolling down the help meta-data: 



Questions / Answers

These are 
the three 
skewness 
calculations, 
described by 
Joanes and 
Gill (1998).

All three are 
unbiased for 
normal data. 



Questions / Answers

1d. Report the command that calculates kurtosis in R 
(make sure you include and explain all of the arguments 
used with this command) (+0.125):

When you type “kurtosis” in the Rstudio help window,            
the following message appears:

This function is also 
part of package e1071



Questions / Answers
Scroll down to read more about this function:

There are 3 arguments:
- The first one (x) is needed to execute the command
- The second one is a default: do not remove NA values
- The third one is a default: use type-3 kurtosis formula



Questions / Answers

These are 
the three 
kurtosis 
calculations, 
described by 
Joanes and 
Gill (1998).

Only type-2 
unbiased for 
normal data. 



Questions / Answers

NOTE:  

Before calculating skewness and kurtosis with RStudio, 
you need to activate the package e1071



Questions / Answers

NOTE:  

Before calculating skewness and kurtosis with Rcmdr, 
you need to activate the package



Questions / Answers
1e. Calculate the following summary statistics for “age” 
using R (with the commands you found) and RCmdr

Summary Statistic Command - using e1071 package

Skewness (type 1) skewness (age, type = 1)

Skewness (type 2) skewness (age, type = 2)

Skewness (type 3) skewness (age, type = 3)

Kurtosis (type 1) kurtosis (age, type = 1)

Kurtosis (type 2) kurtosis (age, type = 2)

Kurtosis (type 3) kurtosis (age, type = 3)



Questions / Answers

Calculating Skewness and Kurtosis in Rcmdr: 

1. Import data file:  “age.csv” 



Questions / Answers

Calculating Skewness and Kurtosis in Rcmdr: 

2. Specify file format and name dataset

Enter dataset name

Are there variable names in first 
row ?  (click box to add tick mark)

Missing data = NA

Open file, go online, use clipboard

Remember:  these values are 
separated by a comma (CSV file) 

Decimal points are separated by “.”
(In Europe, they use a “,”) 



Questions / Answers

Calculating Skewness and Kurtosis in Rcmdr: 

3. Locate data file and open

Make sure           
the dataset          
is a CSV file 



Questions / Answers

Calculating Skewness and Kurtosis in Rcmdr: 

4. Make sure the right dataset is activated:

Or scroll through available 
datasets to find it: 



Questions / Answers
Calculating Skewness and Kurtosis in Rcmdr: 

5. Calculate 
statistics
using the 
“Statistics” 
menu. Try 
“summaries”

Use Data 
window to 
select one or                               
more variables:                                          
one in this case



Questions / Answers
Calculating Skewness and Kurtosis in Rcmdr: 

6. Select required statistics:  

Select type  
of Skewness 
and Kurtosis 

(NOTE: 
type-2 is  
the default)



Questions / Answers
1e. Calculate the following summary statistics for “age” 
using R (with the commands you found) and RCmdr

Summary Statistic
(calculated with e1071) 

Value

Skewness (type 1) 0.6793264

Skewness (type 2) 0.8091976

Skewness (type 3) 0.6793264

Kurtosis (type 1) 1.148107

Kurtosis (type 2) 1.970161

Kurtosis (type 3) 0.7000089

Summary Statistic 
(calculated with Rcmdr)

Value

Skew 0.8091976

Kurtosis 1.970161

Report which Skewness type   
does RCmdr use: _2_ (+0.125)

Report which Kurtosis type           
does RCmdr use: _2_ (+0.125)



Questions / Answers
2a. Using RCmdr, calculate the following summary statistics 
for the “age” dataset: Mean, SD, SE, IQR, CV, and 5 
Quantiles (0, 25, 50, 75, 100) (+0.125). 

Rcmdr> numSummary(age[,"age", drop=FALSE], 
statistics=c("mean", "sd", "IQR", "quantiles", "cv"), 
quantiles=c(0,.25,.5,.75,1)) 

mean        sd       IQR      cv    
39.61111   3.127466    3.75  0.07895427

0%  25%  50%    75%   100%   n
34  38   39.5  41.75   48    18



Questions / Answers
2b. Using RCmdr make a Histogram and a Density plot of         
“age” (use gaussian kernel) and default settings.  Paste both 
figures below (+0.125 for each). 

Make figures using the “Graphs” Menu.  Try the Histogram:

Beware of the number of bins



Questions / Answers
2b.  NOTE: Three different ways to make a histogram: 

Frequency                Percentages                   Density



Questions / Answers
2c. Do the Histogram and Density plot of the “age” dataset 
look like normal distributions?  Explain Why / Why not? 
(+0.125).

NOTE:  Creates a smooth continuous density distribution 
from the observations, using different model options:

Default: 
“adaptive kernel”

Default:
“gaussian” (normal)



Questions / Answers
2c. 

Adaptive Kernel                      



Questions / Answers
2c. 

The dataset does not look like a normal distribution:
- Looks like there are two modes (38 and 42)
- There is a large positive tail (one extreme value: 48)

The boxplot 
shows that 
there is an 
asymmetry 
in the data.  

Looks like  
the mean > 
the median



Questions / Answers
2c. 

Notice how the density distributions change, depending on 
the smoothing method used to make the adaptive kernels:  

Default            Bandwidth = 0.5        Bandwidth = 2



Questions / Answers
3a. Distributions of random variables.
In this lab you will investigate the normal distribution. First, 
you will use the graphical tools of R to assess the normality 
of your data.  Then, you will learn how to generate random 
numbers from a normal distribution. 

You will work with a dataset of body measurements from 
247 men and 260 women, considered healthy young adults. 

> download.file
("http://www.openintro.org/stat/data/bdims.RData",destfil
e = "bdims.RData") 
load ( "bdims.RData" )

How large is the bdims dataset? (+0.125)

download.file ("http://www.openintro.org/stat/data/bdims.RData" ,destfile = "bdims.RData")

load ( "bdims.RData" )



Questions / Answers
3a. The dataset 
is 507 rows 
(observations) 
and 25 columns 
(variables) 

For every observation we have 25 body measurements, many 
of which are either diameters or girths. 

A key to the variable names can be found at 
http://www.openintro.org/stat/data/bdims.php , 
but you will focus on three columns to get started: 

weight in kg (wgt), height in cm (hgt), and sex ( 1: ♂, 0: ♀).



Questions / Answers
3b. Since males and females tend to have different body 
dimensions, it will be useful to create two separate datasets:
one with only men and another with only women.

> mdims <- subset ( bdims , bdims $ sex == 1 )
> fdims <- subset ( bdims , bdims $ sex == 0 )

Next, make two separate plots of men’s heights and women’s 
heights that illustrate the frequency distributions of these 
two datasets (+0.125).  HINT: you can create two stacked 
plots using a single command in Rcmdr.  

Explain how the male and female distributions differ (+0.125).



Questions / Answers
3b. Making two separate plots of height for males and females

1. Open Rcmdr. 
Click on “Data set” 
window, to select 
active dataset 

2. Select “bdims” dataset

3. Go to Graphs / Histogram 
Select “hgt” variable
Press plot by Groups. 

4. Select the 
variable used to 
define the Groups
(“sex”).  Press OK

Press OK 



Questions / Answers
3b.  You created two 
stacked histograms –
with the same range of 
bins and frequencies: 
One for females 
(sex = 0)  and another 
one for males (sex = 1).

Males seem larger:  
- Maximum at 200
- Mode is at 180
- Minimum above 150

Females seem smaller:
- Maximum below 190
- Minimum below 150
- Mode is at 160  

Females

Males



Questions / Answers
3c. This command calculates the mean and standard deviation 
of the women’s height data.

> fhgtmean <- mean(fdims$hgt)
> 164.87
> fhgtsd <- sd( fdims$hgt) 
> 6.54

When you enter these 
commands, two new 
variables appear in 
The Environment window:

Next, you will use these two parameters to create                      
the normal distribution for the female data.



Questions / Answers
3c. Next, we use these parameters to overlay a normal 
probability curve over the density histogram.  We use               
two functions: “dnorm” creates the normal distribution and    
“lines” plots the continuous distribution. You can copy and 
paste the four lines in one command or line by line: 

> hist (fdims$hgt, probability = TRUE )
x <- 140 : 190
y <- dnorm (x = x, mean = fhgtmean, sd = fhgtsd)
lines (x = x, y = y, col = "blue")

NOTICE: 
To compare the histogram to the normal distribution, we  
need to plot a density histogram, where the areas of the  
bars add up to 1. The area of the normal curve also adds to 1.



Questions / Answers
3c. This is how we created the plot of the female heights: 

After plotting the density histogram with the first command, 
we create the x- and y-coordinates for the normal curve.

We chose the x range as 140 to 190 in order to span the 
entire range of fheight . 

To create y , we use dnorm to calculate the density of each 
of those x-values in a distribution that is normal with mean 
fhgtmean and standard deviation fhgtsd . 

The final command draws a curve on the existing plot (the 
density histogram) by connecting each of the points specified 
by x and y . The argument col simply sets the color for the 
line. If we left it out, the line would be drawn in black.



Questions / Answers
3c. This is how we created the plot of the female heights: 



Questions / Answers
3c. This command calculates the mean and standard deviation 
of the men’s height data.

> mhgtmean <- mean(mdims$hgt)
> mhgtsd <- sd(mdims$hgt) 

When you enter these 
commands, two new 
variables appear in 
The Environment window:

You will use these two parameters to create the normal 
distribution for the male data.



Questions / Answers
3c. Use the same instructions to make a plot of the male 
heights, and overlay the corresponding normal distribution. 

This is the mean and the SD of the male distribution.  
> mhgtmean <- mean(mdims$hgt)
> 177.74
> mhgtsd <- sd(mdims$hgt) 
> 7.18

Report the commands you used to generate the plot (+0.125). 
hist (mdims$hgt, probability = TRUE )
x <- 140 : 210
y <- dnorm (x = x, mean = mhgtmean, sd = mhgtsd)
lines (x = x, y = y, col = "blue")

NOTICE:  Need to increase x axis range to fit the plot



Questions / Answers
3c. Use the same instructions to make a plot of the male 
heights, and overlay the corresponding normal distribution. 

Paste the plot (+0.125). 



Questions / Answers
3d. Report the summary statistics for the male and the 
female height datasets (+0.125 for each). To receive full 
credit, briefly explain why you selected each of statistic. 

Range:  Quantiles (0 – 100%)

Mean and SD:  Assuming Normality

Quantiles:   For non-normal data
Median (50%)

Quartiles (25 – 75%)



Questions / Answers3d. Stats 

1. Go to: Statistics / Summaries / 
Click on Numerical summaries

2. Select “hgt” variable

3. Summarize by Groups          4. Select the variable used to 
define the Groups (“sex”).  

5. Press OK 



Questions / Answers
3d.  Select the 
summary statistics: 

mean        sd     IQR   skewness   kurtosis
0 164.8723 6.544602 9.50  0.06612134 -0.2811275 
1 177.7453 7.183629 9.75  0.10416257 -0.1142778

0%      25%     50%    75%    100%    n 
0  147.2   160.0   164.5  169.50  182.9  260 
1  157.2   172.9   177.8  182.65  198.1  247



Questions / Answers
3d.  Select the summary statistics:      

NOTE: remember
which sex coded 
as “0” and as “1” 

mean        sd     IQR   skewness   kurtosis
0 164.8723 6.544602 9.50  0.06612134 -0.2811275 
1 177.7453 7.183629 9.75  0.10416257 -0.1142778

0% 25% 50% 75% 100% n 
0 147.2 160.0 164.5 169.50 182.9 260 
1 157.2 172.9 177.8 182.65 198.1 247



Questions / Answers
4a. Eyeballing the shape of the histogram is one way to 
determine if the data appear to be nearly normally 
distributed, but it can be frustrating to decide just how 
close the histogram is to the curve. 

An alternative approach involves constructing a normal 
probability plot, also called a Q-Q plot for “quantile-quantile”.
For the female data: 
> qqnorm (fdims$hgt)
> qqline (fdims$hgt)

A data set that is nearly normal will result in a probability 
plot where the points closely follow the theoretical line. 
Any deviations from normality leads to deviations of these 
points from the line. 



Questions / Answers
4b. Example of the Q-Q plot for the female data: 



Questions / Answers
4b. Create and paste a Q-Q plot for “quantile-quantile”.
for the male data (+0.125).

Deviations from normality 
lead to deviations of these 
(observations) points from 
the (theoretical) line. 

The Q:Q plots show
points that follow the line 
and some errant points 
towards the tails. We are 
left with the same problem 
that we encountered with 
the histogram above: how 
close is close enough?



Questions / Answers
4c.  Let’s perform a test of normality (S-W) for the male        
and the female datasets separately.  

We will use the 
normalityTest 
function in the 
RcmdrMisc 
package.

Start by  
activating the 
RcmdrMisc 
package



Questions / Answers
4c. For the male data:

- Create a new variable containing the male height data
> mheight <- mdims$hgt

- Perform the normality analysis of the male data
> normalityTest (mheight, test = "shapiro.test")

Result: 
Shapiro-Wilk normality test 
data: mheight W = 0.99358, p-value = 0.3716

Interpret this result (+0.125):  
Are the data normal?  Why / Why not?
Male data are normal, because we did not reject the null 
hypothesis (normality).  P value (0.3716)  > alpha (0.05)



Questions / Answers
4c. For the female data:

- Create a new variable containing the male height data
> fheight <- fdims$hgt

- Perform the normality analysis of the male data
> normalityTest (fheight, test = "shapiro.test")

Result: 
Shapiro-Wilk normality test data: 
test data: fheight W = 0.99283, p-value = 0.2437

Interpret this result (+0.125):  
Are the data normal?  Why / Why not?
Female data are normal, because we did not reject the null 
hypothesis (normality).  P value (0.2437)  > alpha (0.05)



Questions / Answers
4d. What is the probability that a randomly chosen male           
or female is taller than 6 feet (182 cm of more) ?

We can find this probability by calculating a Z score and 
consulting a Z table (also called a normal probability table). 
In R, this is done in one step with the function pnorm.

For the female data:

> 1 - pnorm (q = 182 , mean = fhgtmean , sd = fhgtsd)
> 0.004434387
(NOTE: the probability calculation for the female data)

> sum (fheight > 182 ) / length (fheight)
> 0.003846154
(NOTE: this is the empirical calculation for the female data)



Questions / Answers
4e.  Calculate the probability that a randomly chosen                   
male is taller than 6 feet (182 cm of more) in two ways: 

Using the Z score (+0.125)

> 1 - pnorm (q = 182 , mean = mhgtmean , sd = mhgtsd)
> 0.2768345

Using the empirical data (+0.125)

> sum (mheight > 182 ) / length (mheight)
> 0.2631579

Although the probabilities are not exactly the same, they are 
very close. The closer the distribution is to a normal, the 
more accurate the theoretical probabilities will be.



Questions / Answers
5. Calculate the actual Z scores for the male and the female 

data (+0.1 for each):

- What is the female Z score:
The Z score for the female data is 2.617
> Zfemale = (182 – fhgtmean) / fhgtsd
This is a very rare value:  very few females are 2.617 SD 
units above the mean of their distribution

- What is the male Z score: 
The Z score for the male data is 0.592
> Zmale = (182 – mhgtmean) / mhgtsd
This is a very common value:  over one quarter of the males 
are 0.592 SD units above the mean of their distribution



Questions / Answers
Briefly discuss how the values you calculated compare to the 
probabilities R computed (+0.1 for each):

The Z score for the female data is 2.617
We know that Z > 2 is 0.02 and that Z > 3 is 0.005

The probability value calculated in the previous answer was 
0.0044.The result falls between those for Z = 3 and Z = 2.  
Makes sense.

The Z score for the male data is 0.592
We know that Z > 0 is 0.5 and that Z > 1 is 0.16. 

The probability value calculated in the previous answer was 
0.2768.The result falls between those for Z = 1 and Z = 0.5.  
Makes sense.



Questions / Answers
6a.  You are going to go through chapter 3

of the “Getting Started with R” text.

Instead of importing the “compensation.csv”                                              
file, import the “compensation.xlsx” dataset 
provided with this assignment into Rstudio. 
Its way easier

Open Rstudio and Turn on Rcmdr

Import the Excel “compensation.xlsx” dataset provided                                                                    
with this assignment

Install the dplyr package, which is full of useful tools

Go through Chapter 3, sections 3.1 through 3.7



Questions / Answers
• Report the outcome of the command:

> summary(compensation)

What type of data is the “Grazing” Variable ? (+0.10)
It’s a Categorical Variable, or a Factor

What are the levels of this factor ? (+0.10)
There are two levels: “grazed” and “ungrazed”. 

> summary(compensation) Root          Fruit          
Grazing 
Min. : 4.426    Min. : 14.73    Grazed :20
1st Qu.: 6.083  1st Qu.: 41.15  Ungrazed :20 
Median : 7.123  Median : 60.88 
Mean : 7.181    Mean : 59.41 
3rd Qu.: 8.510  3rd Qu.: 76.19 
Max. :10.253    Max. :116.05 



Questions / Answers
6b. Use the dplyr package to subset the data.
Report the command you would use to only select the                   
“Root” column from the compensation dataset: (+0.10)
 select(compensation, Root)

Report the command you would use to select the columns              
from the compensation dataset, except “Root”: (+0.10)
 select(compensation, -Root)

Report the command you would use to select the first and              
the last row of the  compensation dataset: (+0.10)
> slice(compensation, c(1,40))



Questions / Answers
6b. Report the command you would use to find the “Root” and 
“Grazing” values for the row with the maximum fruit value: 
(+0.10)

This involves two steps:

- First, find the maximum value of the data column “Fruit”,             
in the “compensation” dataset 

> max(compensation$Fruit) [1] 116.05 

- Then, use filter to find the data from the row with the 
maximum value of “Fruit” (116.05)

> filter(compensation, Fruit == 116.05) 
Root Fruit Grazing 

1 10.253 116.05 Grazed



Questions / Answers
6c. Use the dplyr package to calculate summary                             
statistics for the “Grazed” and “Ungrazed” groups.

Report the command you would use to calculate the mean             
value of “Root “ for the “Grazed” and the “Ungrazed” groups 
separately.  Hint: create a new variable called “meanRoot” 
(+0.10) 

> summarise (group_by (compensation, Grazing), 
meanRoot = mean(Root)) 
> Grazing meanRoot

<fct> <dbl>
1 Grazed 8.31 
2 Ungrazed 6.05



Questions / Answers
6c. Use the dplyr package to calculate summary                             
statistics for the “Grazed” and “Ungrazed” groups.

Report the command you would use to calculate the SD             
value of “Root “ for the “Grazed” and the “Ungrazed” groups 
separately.  Hint: create a new variable called “sdRoot” 
(+0.10) 

> summarise (group_by (compensation, Grazing), 
SDRoot = sd(Root)) 

> Grazing SDRoot
<fct> <dbl>

1 Grazed 1.02 
2 Ungrazed 0.876



Questions / Answers
6d. Use the dplyr package to transform your data.

Report the command you would use to transform the “Fruit” 
data into a new variable called “Log10.Fruit”, showing the log 
base 10 of the Fruit data: (+0.10)

> compensation <-
mutate(compensation, log10.Fruit = log10(Fruit))

NOTE: we use “Fruit” to create a new variable “log10.Fruit”, 
by taking the log base 10 of the data, using log10

Then, we re-write the dataset “compensation”



Questions / Answers
6d. Use the dplyr package to transform your data.

Report the command you would use to transform the “Fruit” 
data into a new variable called “Log.Fruit”, showing the natural 
log of the Fruit data: (+0.10)

> compensation <-
mutate(compensation, log.Fruit = log(Fruit))

NOTE: we use “Fruit” to create a new variable “log.Fruit”, 
by taking the natural log of the data, using log

Then, we re-write the dataset “compensation”



Questions / Answers

6d. Use the dplyr package to sort your data.

Report the command you would use to sort the compensation 
data using the “Root” column (+0.10)

> arrange(compensation, Root)

What happens when you sort the data using the “Grazing” 
column (+0.10)

> arrange(compensation, Grazing)

NOTE: dataset is sorted using the “Grazing” column, which 
is arranged alphabetically:  “Grazed” before “Ungrazed”



Questions / Answers
Go through chapter 4 of the 
“Getting Started with R” text.
(Complete Sections 4.1 through 4.6)
First, you will need to install package “ggplot2”

7a. Produce a customized scatterplot of the variables  
“Root” and “Fruit”, with different color symbols for      
the two categories “Grazed” and “Ungrazed”.  
(Hint: See text figure 4.2) Paste the figure (+0.2)

> ggplot(compensation, aes(x=Root,y=Fruit, 
color = Grazing)) 
+ geom_point(size=5) 
+ xlab("Root Biomass") 
+ ylab("Fruit Production") + theme_bw()



Questions / Answers

color = Grazing

This command  
defines the two 
colors for the two 
categories, in the 
variable “Grazing”



Questions / Answers
Produce a customized scatterplot of the variables  
“Root” and “Fruit”, with different types of symbols   
for the two categories “Grazed” and “Ungrazed”.  
(Hint: See text figure 4.2) Paste the figure (+0.2)

> ggplot(compensation, aes(x=Root,y=Fruit, 
shape = Grazing)) 
+ geom_point(size=5) 
+ xlab("Root Biomass") 
+ ylab("Fruit Production") + theme_bw()



Questions / Answers

shape = Grazing

This command  
defines the two 
symbol types            
for the two 
categories, in the 
variable “Grazing”



Questions / Answers
7b. Paste a box-and-whisker plot comparing the Fruit 
Production of the two groups: “Grazed” and “Ungrazed” 

(Hint: See text figure  4.3) (+0.2)

> Ggplot (compensation, aes(x = Grazing, y = 
Fruit)) + geom_boxplot() + geom_point(size = 4, 
colour = 'lightgrey', alpha = 0.5) + 
xlab("Grazing Treatment") + ylab("Fruit 
Production") + theme_bw()



Questions / Answers



Questions / Answers
7c. Paste a histogram of the “Fruit” data, with                                         

30 bins (Hint: See text figure  4.4) (+0.2)

> ggplot(compensation, aes(x = Fruit)) + 
geom_histogram(bins = 30)

The command 
bins = 30 sets the 
number of bins used 
for the histogram



Questions / Answers
7d. Paste a histogram of the “Fruit” data, with 

10 bins (Hint: See text figure  4.5) (+0.2)

> ggplot(compensation, 
aes(x = Fruit)) + 
geom_histogram(bins = 10)

The command 
bins = 10 sets the 
number of bins used 
for the histogram



Questions / Answers
7e. Paste a histogram of the “Fruit” data, facetted to                  

show the “Grazing” and “Ungrazing” data separately 
(Hint: See text figure  4.6) (+0.2)

> ggplot(compensation, 
aes(x = Fruit)) + 
geom_histogram(bins = 10)                                 
+ facet_wrap(~Grazing)

The command 
facet_wrap splits  
the data into two 
groups based on the 
variable “Grazing”



Questions / Answers
7f. Report what function in the ggplot2 package allows you 

to save the plots you just created?  (+0.1)

> ggsave ("Faceted histograms of Fruit 
Production, by Grazing Regime.jpg")

NOTE:  There are many image formats available:

> ?ggsave

Opens the help meta-data for the ggsave function 
device Device to use. Can be either be a device function (e.g. png()), or one of 

"eps", "ps", "tex" (pictex), "pdf", "jpeg", "tiff", "png", "bmp", "svg" or "wmf" 

(windows only).

http://127.0.0.1:46760/help/library/ggplot2/help/png


Questions / Answers
Extra-credit:   
What figure formats can be saved with this command ? (+0.2)

NOTE:  User can set the file format and the resolution:

> ?ggsave Opens the meta-data for the ggsave function 

device Device to use. Can be either be a 

device function (e.g. png()), or one 

of "eps", "ps", "tex" (pictex), "pdf", 

"jpeg", "tiff", "png", "bmp", "svg" or 

"wmf" (windows only).

dpi Plot resolution. Also accepts a string 

input: "retina" (320), "print" (300), or 

"screen" (72). Applies only to raster 

output types.

http://127.0.0.1:46760/help/library/ggplot2/help/png

