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Tasks - Assignment #2

1. Access and manipulate data 

2. Familiarize yourself with RStudio                     
(help, history, workspace)

3. Practice simple arithmetic operations 
and plotting in R



Learning Objectives – Assignment #2

Explore the RStudio windows

Execute basic arithmetic operations in R

Create basic scatterplots in R

Save and format image files

Access the R help 

Save the R history and workspace 



Instructions
This assignment is worth 5 points. Answer 
the 20 questions (0.25 points each) by 
pasting your answers into a word file named 
“R_assignment#2_YOURNAME.doc”.  

Email your word file to the instructor 
(khyrenba@gmail.com) using a message 
entitled “MARS 3090 R assignment #2”) 
by the end of Feb. 12. 

(PENALTIES: 10% per partial/full day late)
(10% for not using right email address/title)



The first goal of this lab is to introduce you to R and 
RStudio, which you will be using throughout the 

course both to learn the statistical concepts 
discussed in the textbook and to analyze real data. 

R is the name of the software (and language) and 
RStudio provides a convenient GUI interface.

As the course progress, you are encouraged to 
explore beyond what the labs dictate. Before we get 
to that stage, however, you need to build some basic 
fluency in R. Today we begin with the fundamental 

building blocks of R and RStudio: the interface, 
reading in data, and basic commands.

Assignment #2 – Part 1



The panel on the left 
is the console. This 
is where we enter 

commands and view 
text output from R. 

The panel in the 
upper right contains 
your workspace and a 

history of the 
commands you 

previously entered. 

Any plots you generate will 
show up in the panel in the 
lower right corner.  This is 
where you can view the help. 

When you launch RStudio, it tells you the version of 
R you are running. Below is the prompt:  > 



Start RStudio and enter the following command at 
the R prompt (i.e. right after > on the console). 

You can either type it in manually or copy and paste 
it from this document.

> source("http://www.openintro.org/stat/data/arbuthnot.R")

This command instructs R to access the OpenIntro 
website and fetch some data: the arbuthnot file 
with a time series of baptisms for boys and girls. 

Because you are accessing data from the web, this 
command requires internet access.

http://www.openintro.org/stat/data/arbuthnot.R


The Data: Dr. Arbuthnot’s Baptism Records

The Arbuthnot data set refers to Dr. John 
Arbuthnot, an 18th century physician, writer, and 
mathematician. He was interested in the ratio of 

newborn boys to newborn girls, so he gathered the 
baptism records for children born in London for 

every year from 1629 to 1710. 

You should see that the workspace area in the upper 
righthand corner of the RStudio window lists the 
arbuthnot dataset with 82 values for 3 variables. 

As you interact with R, you create a series of 
objects. Sometimes you load them and sometimes 
you create them via a computation or an analysis.



Question1: What happens if you type this command 
in the  console:  > Arbuthnot       Explain why ?

We can take a look at the data by typing its name 
into the console:  > arbuthnot

What you should see are four columns of numbers, 
each row representing a different year: the first 

entry in each row is simply the row number (an index 
we can use to access the data from individual years 
if we want), the second is the year, and the third 

and fourth are the numbers of boys and girls 
baptized that year, respectively. Use the scrollbar 
on the right side of the console window to examine 

the complete data set.



What you should see four columns of numbers, each 
representing a different year: the first entry is the 

row number (an index we use to access the data 
from individual years), the second is the year, and 
the third and fourth are the numbers of boys and 

girls baptized that year, respectively. Use the 
scrollbar on the right side of the console window to 

examine the complete dataset.

Note that the row numbers in the first column are 
not part of Arbuthnot’s data. R adds them to help 
you make visual comparisons. You can think of them 

as the index that you see on the left side of a 
spreadsheet. R has stored Arbuthnot’s data in a kind 

of spreadsheet or table called a data frame.



You can see the dimensions of this data frame by 
typing:  > dim(arbuthnot)

This command should output [1] 82 3, indicating 
there are 82 rows and 3 columns.

You can see the names of these columns (or 
variables) by typing:  > names(arbuthnot)

You should see that the data frame contains three 
columns: year, boys, and girls.

NOTICE: R commands often involve supplying a 
function with a number of arguments. The dim and 
names commands, for example, each took a single 

argument, the name of a data frame.



RStudio provides a built-in data viewer.  

If you click on 
the arbuthnot 
dataset in the 
“Environment” 
window listing 
the objects in 
your workspace.

This displays 
the first 
records  in 
the dataset.



If you click on the table icon on the top right corner, 
a new datasheet will open on the  top left window.

To close the data viewer, click on 
the “x” in upper left hand corner.



Data  Exploration: Let’s examine the data more 
closely. We can access the data in a single column         
of a data frame separately using this command:                  
> arbuthnot$boys  (calling variable within dataset)

This command will only show the “boys” column, 
displaying the number of boys baptized each year.

Question 2:  What command would only show the 
counts of the girls baptized? Report the command.

NOTICE: R prints these data in a list (or vector). 
These vectorized data are not structured in a table 
with other variables, so they are displayed one right 
after another, in a long list. 



Data  Graphing:  R has powerful graphing functions. 
We can create a simple plot of the number of girls 
baptized per year with the command

> plot(x = arbuthnot$year, y = arbuthnot$girls)

By default, R creates a scatterplot with each x, y 
pair indicated by an open circle. The plot itself 
appears under the “Plots” tab of the lower right 
panel of RStudio. Notice that the plot command 
above looks like a function, this time with two 
arguments separated by a comma (the x and the y). 

Question3:  How do you export this image as a jpg? 
(For full credit, save the image file  entitled 
“girltimeseries.jpg”, and paste it into your word file).



The first argument in the plot function specifies the 
x-axis variable and the second specifies the y-axis. 

To connect the data points with a line, we could add 
a third argument, the letter “l” for line. Notice  the 
quotation marks “”.  
> plot(x = arbuthnot$year, y = arbuthnot$girls, type = "l")

Question 4: 
What argument is used to determine whether a  
scatterplot uses points, lines or both?

To figure this out, you can look at the help 
documentation for the “plot” command. 
To get help, type:   > ?plot   OR   > help(plot)



Notice that the help file 
replaces the plot view in 
the lower right panel of 
RStudio. You can toggle 
between the plots and the 
help files using the tabs  
at the top of that panel.

Now, suppose we want to plot the total number of 
baptisms. To compute this, we could use the fact 
that R is really just a big calculator. For example, 
we can type in mathematical expressions like
>5218 + 4683
to see the total number of baptisms in 1629. 



We could repeat this once for each year, but there is 
a faster way. If we add the vector for baptisms for 
boys and girls, R will compute all sums simultaneously.

>arbuthnot$boys + arbuthnot$girls

(NOTE: you can create a new function that is the sum 
of the boys and girls, as follows:

> children = arbuthnot$boys + arbuthnot$girls

You will see 82 numbers, each one representing the 
sum for each year. Take a look at a few of them and 
verify that they are right.



Question 5: Create three new variables, one for 
the number of boys (called “boys”), another one 
for the number of girls (called “girls”) and one 
for the years (called “years”). Report the 
commands you used to do this.

NOTICE: The new variable you created is listed 
in the Global Environment window:



You can make a plot of the total number of baptisms 
per year with three commands:

>plot(arbuthnot$year, arbuthnot$boys + 
arbuthnot$girls, type = "l")

OR

>plot(year, boys + girls)

OR

>plot(year, children)



To calculate proportion of newborns that are boys 
in 1629, we could type: 

>5218/(5218 + 4683)

Notice the order of the operations. To divide the 
number of boys by the total number of newborns, 
so we have to use parentheses. Without them, R 
will first do the division, then the addition, giving 
you something that is not a proportion.

Question 6: Show how you would calculate two new 
variables for the proportion of boys and for the 
proportion of girls in the entire data vectors.  
Report what commands did you use.



Question 7: Next, make a plot of the proportion of 
boys over time. Copy and paste the commands you 
used to make this plot.

Question 8: Change the color or the size or the 
symbols used in the previous plot. Copy and paste 
the commands you used to make this new plot.

Tip: If you use the up and down arrow keys, you can 
scroll through your previous commands. You can also 
access these commands by clicking on the history 
tab. This will save you a lot of typing in the future.

Question 9: Calculate and plot the proportion of 
girls over time? Copy and paste your plot.



Finally, in addition to simple mathematical 
operators, you can ask R to make comparisons like 
greater than, >, less than, <, and equality, ==. 

For example, we can ask if boys outnumber girls in 
each year with the expression
> arbuthnot$boys > arbuthnot$girls

This command returns 82 values: TRUE if that year 
had more boys than girls, or FALSE if it did not. 

This output shows a different kind of data than we 
have considered so far. We created logical data, 
data where the values are either TRUE or FALSE. 



To exit RStudio you can click the “x” in the upper 
right corner of the whole window. 

You will be prompted to save your workspace. If you 
click “save”, RStudio will save the history of your 
commands and all the objects in your workspace so 
that the next time you launch RStudio, you will see 
arbuthnot and you will have access to the commands 
you typed in your previous session. Click “save”.

Question 10:  Save your history and submit the file 
as an attachment with your assignment. 



More Data to Practice R On Your Own

To explore the functions in this assignment, you can 
repeat these steps for present day birth records in 
the US.  Load up the data stored in a data frame 
called present using this command:
> source("http://www.openintro.org/stat/data/present.R")

What years are included in this data set? What are the 
dimensions of the data frame and the variable names?

Does Arbuthnot’s observation of boys being born in greater 
proportion than girls hold? Make a plot of the boy-to-girl 
ratio for every year in the data set. What do you see?

In what year do you see the highest total number of births? 



The goals for this exercise are to:

(1) think about the effects of independent and 
dependent events, 

(2) learn how to simulate shooting streaks in R, 
and 

(3) to compare a simulation to actual data in order 
to determine if the hot hand phenomenon is real.

Assignment #2 – Part 2



The second goal of this lab is to explore some of the 
concepts of probability we discussed in class. 

More specifically, this lab 
will explore the issue of 

sample independence. 

In this exercise, we will 
apply statistical 

approached to investigate 
the phenomenon of: 

“hot hand basketball”. 

The “Hot Hand” Effect



Basketball players who make several baskets in succession 
are described as having a “hot hand”. Fans and players have 

long believed in the hot hand phenomenon, which refutes the 
assumption that each shot is independent of the next. 

However, a 1985 paper by Gilovich, Vallone, and Tversky
collected evidence that contradicted this belief and showed 
that successive shots are independent events†. This paper 
started a great controversy that continues to this day, as 

you can see by Googling “hot hand basketball”.

Gilovich, T., Vallone, R. P., & Tversky, A. (1985). 
The hot hand in basketball: On the misperception of 
random sequences. Cognitive Psychology, 17, 295–314.

The “Hot Hand” Effect



Getting Started
Our investigation will focus on the performance of one 
player: Kobe Bryant of the Los Angeles Lakers. 

His performance against Orlando Magic in the 2009 NBA 
finals earned him the title “Most Valuable Player” and many 
spectators commented he appeared to show a “hot hand”. 

Let’s load the data from those games and look at the first 
several rows. To do so, paste these commands into console:

download.file("http://www.openintro.org/stat/data
/kobe.RData", destfile = "kobe.RData")

load (“~R/kobe.RData") 
head(kobe)

http://www.openintro.org/stat/data/kobe.RData


Getting Started – Problem Solving

If the previous “load” 
command did not work, you 
may need to revise the path.  

Make sure the file is in the  
R working directory.

You can look at the files             
in the working directory 
using the RStudio windows.

One you find the file in the 
folder, click on the file name 
and RStudio will upload it. 



Viewing a Script for a Function
To view the script for the calc_streak function in Rstudio

Click on the function. 

OR

Type command in console:

This will open the script 
on the script window 
(top left).



Creating a Script
Creating an R script in Rstudio

Click on File -> New -> R Script. 

This will open a blank document above the console. 
As you go along you can copy and paste your code here and 
save it. This is a good way to keep track of your code and be 
able to reuse it later. To run your code from this document 
you can either copy and paste it into the console, highlight 
the code and hit the Run button, or highlight the code and 
hit command+enter or a mac or control+enter on a PC.



Saving a Script

Saving R script in Rstudio

Click on the disk icon. 

The first time you hit save, 
RStudio will ask for a file 
name and a path. Make sure 
you save script in R folder. 

Once you hit save the file will 
appear under the Files tab in 
the lower right panel. 

You can reopen the script by 
simply clicking on that icon.



Looking at the Data
Once file is loaded, the data 
appear in the environment 
window. You have one 
dataset and one function:

Click on data file to view.

In this data frame, every row records a shot taken by Kobe 
Bryant. If he made a basket, a hit, H, is recorded in the 
column named basket, otherwise a miss, M, is recorded. 

Looking at the string of hits and misses, it is difficult to 
gauge whether or not Kobe was shooting with a hot hand.

We can approach this question by considering the idea that 
“hot hand” shooters go on shooting streaks. 



Looking at the Data
To do this, we define the length of a shooting streak as the 
number of consecutive baskets until a miss.  For example, in 
Game 1 Kobe had the following sequence of hits and misses 
from 9 shot attempts in the first quarter: 
H  M | M | H  H  M | M | M | M

Use this command to look at the data: kobe $ basket [ 1 : 9 ]

There are 6 streaks separated by a “|” sign. Their lengths 
are one, zero, two, zero, zero, zero (in order of occurrence). 

Function  calc_streak,  loaded with the data, calculates the 
lengths of all shooting streaks and plots data distributions.

kobe_streak <- calc_streak ( kobe $ basket ) 
barplot ( table ( kobe_streak ))



Look at the plot of Kobe’s shooting streak distribution and 
think about these questions:

What was his most common streak length? 
What was his longest streak of baskets? 

Do you think these data suggest Kobe has “hot hands”?  
Explain why or why not? 

It is hard to say.  

We have shown that Kobe had some long shooting streaks, 
but are they long enough to support the belief that he had 
“hot hands”?  What can we compare them to?

To answer this question, we revisit the idea of independence. 



Developing the Predictions
Remember: Two processes are independent if the outcome of 
one process does not affect the outcome of the second. 

If each shot that a player takes is an independent process, 
having made or missed your first shot will not affect the 
probability that you will make or miss your second shot. 

However, the shots of a “hot hand” shooter will not be  
independent. If Kobe makes the first shot, the model says he 
has a higher probability of making his second shot. 

During his career, Kobe makes a basket 45% of the time.
This is his shooting percentage. (i.e. his shooting percentage)

In probability notation:   P ( shot 1 = H ) =  0.45 



We can assume that the probability that Kobe makes any 
shot (that the first shot in a streak is a hit) is 0.45. 
Written in probability notation: 

P ( shot 1 = H ) =  0.45 and       P ( shot 1 = M ) =  0.55

If Kobe makes the first shot and has a “hot hand” (not 
independent probabilities), then the probability that he 
makes the next shot would go up to 60%.

Question 11:  What is the probability that Kobe misses 
the second shot in a streak, if he has a “cold hand” 
(independent probabilities)? Write the probability notation. 

Question 12:  What is the probability that Kobe misses 
the second shot in a streak, if he has a “hot hand” 
(dependent probabilities)? Write the probability notation.



Now, we can compare the two models:
- “hot hand” model” shots are not independent
- “cold hand” model: shots are independent

Question 13:  
Make a table comparing these following probabilities 
for the “hot hand” and the “cold hand” models: 

Hot 
Hand

Cold 
Hand

M - M

M - H

H - H

H - M

NOTE:

M – M: are two 
missed shots 

M – H: is a missed 
shot followed by           
a converted shot          
(a hit)



Question 14:  If the “hot hand” model is right, what is          
the probability that Kobe makes the third shot, after              
making the first two shots? What about the probability of 
missing the third shot after making the first two shots?  

P(shot 3 = H | shot 1 = H & shot 2 = H) =
P(shot 3 = M | shot 1 = H & shot 2 = H) =

Question 15:  If the “cold hand” model is right, what is          
the probability that Kobe makes the third shot, after              
making the first two shots? What about the probability of 
missing the third shot after making the first two shots?  

P(shot 3 = H | shot 1 = H & shot 2 = H) =
P(shot 3 = M | shot 1 = H & shot 2 = H) =



Now that we have phrased the situation in terms of 
independent shots, let’s return to the question of how 
do we tell if Kobe’s shooting streaks are long enough to 
indicate that he has hot hands? 

We can compare his streak lengths to someone without 
hot hands: an independent shooter. 

Because we do not have any data from a shooter with 
independent shots, we can simulate the data with R. In a 
simulation, you set the ground rules of a random process 
and then the computer uses random numbers to 
generate an outcome that adheres to those rules. 
As a simple example, you can simulate flipping a fair coin 
with the following. 

Simulating the Predictions



As a simple example, you can simulate flipping a fair coin 
with the following commands:

outcomes  <- c ( "heads" ,  "tails" )
sample ( outcomes ,  size =  1 ,  replace =  TRUE ) 

The vector  outcomes  is like a hat with two slips of 
paper in it: one says “heads” and the other says “tails”.

The function  sample draws one slip from the hat and 
tells us if it was a head or a tail. 

Question 16: Run the sample second command 4 times 
and report the sequence of outcomes you got.  How 
many “heads” and “tails”? What did you expect?

Simulating the Predictions



Question 17: To simulate flipping a fair coin 100 times, 
you could either run the previous function 100 times or, 
more simply, adjust the  size  argument, which governs 
how many samples to draw (the  replace =  TRUE  
argument indicates we put the slip of paper back in the 
hat before drawing again). Save the resulting vector of 
heads and tails in a new object called  sim_fair_coin. 

sim_fair_coin <- sample ( outcomes ,  size =  100 ,  
replace =  TRUE )

To view the results, type the name of the object and 
then use  table  to count the number of heads and tails. 

sim_fair_coin
table ( sim_fair_coin )



To simulate flipping a fair coin 100 times, you could 
either run the previous function 100 times or, more 
simply, adjust the  size  argument, which governs how 
many samples to draw (the  replace =  TRUE  argument 
indicates we put the slip of paper back in the hat before 
drawing again). Save the resulting vector of heads and 
tails in a new object called  sim_fair_coin. 

sim_fair_coin <- sample ( outcomes ,  size =  100 ,  
replace =  TRUE )

To view the results, type the name of the object and 
then use  table  to count the number of heads and tails.
sim_fair_coin
table ( sim_fair_coin )

Question 17: What was the result of your table? 
What would you expect?



For example, to simulate an unfair coin that we know only 
lands heads 20% of the time, we can adjust the model by 
adding an argument called  prob,  which provides a vector 
of two probabilities.  The first outcome (heads) and the 
second (tails) outcome have different probabilities. 

sim_unfair_coin <- sample ( outcomes ,  size =  100 ,  
replace =  TRUE ,  prob =  c ( 0.2 , 0.8) )

table ( sim_unfair_coin )



Back to basketball shots, with hits “H” or misses “M”

Simulating a “cold hand” basketball player with independent 
shots uses the same mechanism that we use to simulate a 
coin flip. To simulate 133 shots from an independent shooter 
with a shooting percentage of 45%, type three commands:

outcomes  <- c ( "H" ,  "M" )

sim_cold <- sample ( outcomes ,  size =  133 ,  replace =  
TRUE , prob = c (0.45, 0.55) )

table ( sim_cold)



Comparing the Predictions

With the simulation results saved as sim_cold, we have the 
data necessary to compare Kobe (“hot hand” data) to the 
independent shooter (“cold hand” model). Let’s look at 
Kobe’s data alongside the simulated data.

Both data sets represent the results of 133 shot attempts, 
each with the same shooting percentage of 45%. 

We know that our simulated data are from a shooter that 
has independent shots. That is, we know the simulated 
shooter does not have a “hot hand”. 



Using the calc_streak command, compute the streak lengths 
of  sim_basket. Create new variable cold_streak as follows:

cold_streak <- calc_streak (sim_cold)

View the results by typing the variable cold_streak:

cold_streak

Using table command, summarize results in tabular format:

table(kobe_streak)
table(cold_streak)

Using barplot command, summarize results graphically:

barplot ( table ( kobe_streak ))
barplot ( table ( cold_streak ))



Both data sets represent the results of 133 shot attempts, 
each with the same shooting percentage of 45%. We know 
that our simulated data is from a shooter that has 
independent shots. That is, we know the simulated shooter 
does not have a hot hand. 

Question 18:  Describe the streak length distributions:  

What is the most common streak length in kobe dataset?
What is the maximum streak length in kobe dataset?
Paste the plot of the kobe dataset

What is the most common streak length in cold dataset?
What is the maximum streak length in cold dataset?
Paste the plot of the cold dataset



Question 19:  Describe the streak length distributions  
using some summary statistics:  mean, median, S.D., IQR

mean SD median IQR

Hot 
hand

(Kobe)

Cold 
hand

(Model)



Question 20: 

Finally, based on the results of questions 18 and 
19, do you think Kobe has a “hold hand”?

Explain your reasoning of why / why not?

For full credit, use the evidence you obtained 
from the data and the model prediction.
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